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Abstract. Datacenters Total Cost of Ownership (TCO) is increasingly
important for future information and communication technologies (ICT),
because the increased usage of ICT, together with increasing energy costs
and the need to reduce green house gas emissions call for energy effi-
cient technologies that decrease the overall energy consumption of com-
putation, storage and communications. Disaggregated architectures has
recently received considerable attention, as a promising approach for
delivering ICT services by improving the utilization of datacenter re-
sources. In this paper, we compare the resource utilization of a regular
datacenter to a disaggregated one through simulation. Our initial results
suggest that the resource fragmentation in the disaggregated datacenter
is significantly lower in scenarios where VMs have unbalanced compute
and memory requirements. In these scenarios, in the disaggregated ar-
chitecture up to 88% of resources can be powered off because they are
not utilized. As a result, this might translate into almost 50% energy
savings.

Keywords: disaggregated memory systems, cloud computing, utiliza-
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1 Introduction

Recently, disaggregated architectures have been proposed as an alternative to
overcome the rigidity of conventional servers. The benefits of disaggregation
have been previously discussed in the literature [1] [2] [3], either by improving
vertical elasticity, proposing separate memory blades that disaggregate memory
resources [4] [5]; or with the study of the network capabilities for the disag-
gregation of resources [6] in data centers. Optical interconnections have also
been addressed in the literature [7] for improving both low energy consump-
tion in intra-rack interconnections through optical Top of Rack (ToR) switches
and inter-rack communications with new optical switch architectures [8]. Fur-
thermore, the uneven distribution of resources in server-oriented architectures
impacts energy consumption, which has been well addressed during the last years
by reducing power draw during idle periods or when at low utilization [9]. Dis-
aggregated architectures contribute to this trend offering a finer-grained control



over resource provisioning and utilization. In addition to the misallocation of the
spatial resources, highly changing workloads over time (e.g. day and night tasks)
produce an unbalanced consumption of the available resources. However, the cost
effectiveness of disaggregation still remains a case of study [10], and is hard to
quantify at the current stage. For this reason, the aim of this study is to evaluate
if in a disaggregated datacenter architecture a better resource utilization can be
achieved and consequently lower Total Cost of Ownership (TCO).

In fact, the objective of this study is to evaluate the TCO in terms of the
energy that can be saved by powering off the unutilized resources. To quantify
by how much the disaggregated architecture can decrease TCO relative to state
of the art, we compare a disaggregated datacenter to a conventional datacen-
ter built of regular off-the-shelf computer systems with compute and memory
resources coupled on a single main board. Besides the energy savings obtained
through powering off unutilized resources during the operation of a datacenter,
the disaggregated architecture has other advantages that contribute to lower-
ing the TCO. For example, the modularity and interchangeability of the blades
plays a significant role in lowering the price of the procurement as well as mak-
ing the system scaling and maintenance cheaper and more agile. This study does
not consider how these aspects and advantages of the disaggregated architecture
affect the TCO.

2 dReDBox as a disaggregated datacenter architecture

This study is done as part of the dReDBox1 (Disaggregated Recursive Datacentre-
in-a-Box) project which took the challenge [11] of breaking the server bound-
aries aiming to materialize the concept of disaggregation, benefiting itself from
the technological improvements of the interconnection components such as low-
latency all-optical switches [12]. For this reason we have used this particular
disaggregated datacenter to evaluate its TCO. Figure 1 abstracts a datacen-
ter based on a dReDBox-like architecture (left) and a conventional datacenter
(right). The figure highlights disaggregation of the resources which is the major
difference between the two.

A conventional datacenter is composed of standard servers (hosts) where
compute and memory resources are located on a single server mainboard which
we refer to as host. The host is the smallest independently power-controlled
unit and also the smallest resource unit through which the system can be scaled.
Resources for provisioning and running a VM can be allocated only from a single
host. For example, if a host has 16 CPUs,32 GB of memory and assuming no
overprovisioning, it can be scheduled to run 2 VMs with 5 cores (total 10 cores)
and 14GB (total 28 GB) each. In such a case, the host will be left with 6 cores
and 4 GB available. It would be possible to schedule a third VM if only the
requirements of the VM are 6 or fewer vCPUs and less than 4GB RAM. If the
VM requires e.g. more RAM, it has to be scheduled on another host causing,
resource fragmentation and low resource utilization.

1 http://www.dredbox.eu/



In dReDBox the smallest power-controlled unit is called dBRICK. These
dBRICKs can handle compute or memory resources, according to it they become
dCOMPUBRICKs and dMEMBRICKs respectively. Each dCOMPUBRICK and
dMEMBRICK can be independently powered on and off and the datacenter can
be scaled by introducing either a dCOMPUBRICK or a dMEMBRICK. For sim-
plification and clarity. Unlike hosts in conventional datacenter, in a dReDBox
architecture, the memory for a VM can be allocated from one or more dMEM-
BRICKs. Following the earlier example from the conventional datacenter, if each
dCOMPUBRICK has 16 cores and each dMEMBRICK has 32GB RAM, the 2
VMs would be executing on one dCOMPUBRICK and their memory allocated
on one dMEMBRICK. A third VM which requires 6 or fewer vCPUs would be
scheduled on the same dCOMPUBRICK. Its memory would be allocated from
the same dMEMBRICK, if the third VM does not require more than 4GB of
memory; if it requires more than 4GB RAM, additional memory will be allo-
cated on a different dMEMBRICK. In such a case, compared to a conventional
datacenter, where a new host has to be powered on, in the dReDBox datacenter
a new dMEMBRICK might need to be powered on.

3 UCAN Data Center Simulator (UDCS)

To evaluate the TCO and the utilization of resources in a dReDBox-like datacen-
ter versus a conventional datacenter, we built an in-house UCAN Data Center
Simulator (UDCS). The UDCS models a dReDBox-like datacenter and a conven-
tional data center as shown in Figure 1. During the simulation, UDCS schedules
on the datacenters a workload of VMs each with different resource requirements.
At the end of the simulation it outputs the dBRICKs resp. the hosts that can
be turned off, the idle CPUs and memory modules and the projected power
consumption of the datacenters.

As shown in Figure 2, when the UDCS simulator starts, it initializes two
datacenters: a conventional datacenter and a dReDBox based datacenter. First,

Fig. 1. (left) Datacenter based on dReDBox architecture and (right) datacenter based
on conventional architecture.



it generates a synthetic workload of VMs to be scheduled. The resource require-
ments of the VMs are randomly set depending on which configuration is chosen.
The randomly generated VM is scheduled in both the dReDBox datacenter and
the conventional datacenter based on the First Come First Served (FCFS) policy.
The FCFS is described in detail in Section 3.1. Because of the resource disag-
gregation, in dReDBox like datacenter the FCFS is applied separately for both
compute and memory resources (Section 3.2). Whenever a new virtual machine
request is generated, it is processed and scheduled by both datacenters.

Fig. 2. Flow chart with the actions taken by UDCS

3.1 FCFS Scheduling in a Conventional Datacenter

In First Come First Served (FCFS) policy, VMs are scheduled in the first slot
that has enough available resources to satisfy a request. For instance, if there is a
host, which is already running VMs but it still has available 12 cores and 16GB
RAM, any VM which has same or less resource requirements can be scheduled
to run on the same host. Still, if the host does not have sufficient resources, the
scheduler will look for other hosts until it finds one with enough resources to
run the virtual machine. Eventually, if no host with running VMs has sufficient
resources, a new host will be powered up to schedule the VM on. Figure 3
illustrates how FCFS works with 3 VMs. In this example, we schedule a workload
of three virtual machine requests with requirements as follows:

1. 3 Cores + 3GB RAM
2. 2 Cores + 2GB RAM
3. 1 Core + 3GB RAM

In Figure 3 there are three phases of the same data center. The image on the
left shows a datacenter without any scheduled virtual machines. The image in
the middle shows all the virtual machines that are scheduled based on the FCFS
policy. For this particular configuration, the conventional datacenter needs to
power on all of its resources. Finally, the image on the right, shows in red the
idle resources that consume power but cannot be powered off.



Fig. 3. FCFS Scheduling in a conventional datacenter.

3.2 FCFS Scheduling in a dReDBox datacenter

Because of the disaggregation of the resources, in the dReDBox datacenter, the
scheduler will divide the requests in two. The first request will be about sat-
isfying the CPU requirements and the second request will be about satisfying
the memory requirements . As a result, to satisfy the CPU requirements, the
scheduler will first look for a dCOMPUBRICK that is already running VMs and
also has sufficient idle cores to satisfy the compute requirements of the new VM.
If the scheduler cannot find any powered on dCOMPUBRICK which is already
running VMs and has sufficient idle cores, it will power on a new one to schedule
the VM.

To satisfy the memory requirements, the scheduler will look for one or more
dMEMBRICKs, whose total amount of available RAM is at least equal to the
RAM required by the VM. This process is done by checking the available memory
in the powered on dMEMBRICKs and allocating on each of them the required
memory for the new VM. If there is no enough aggregate memory available in the
powered on dMEMBRICKs to satisfy the request, a new one will be powered on.
Figure 4 shows FCFS in action for a dReDBox datacenter. The scheduling work-
load of virtual machine requests is the same like in the conventional datacenter
(see Section 3.1):

1. 3 Cores + 3GB RAM
2. 2 Cores + 2GB RAM
3. 1 Core + 3GB RAM

In Figure 4 there are three phases of a dReDBox like datacenter. The image
on the left shows the datacenter without any scheduled virtual machines. The
image in the middle shows all the virtual machines that are scheduled based on



the FCFS policy. Unlike a conventional datacenter, because of the disaggregated
architecture in dReDBox it is possible to schedule the core required by virtual
machine 3 in the first dCOMPUBRICK and the RAM of virtual machine 2 on
two dMEMBRICKs (first and second). Finally, the image on the right, shows
that two cores in one of the dCOMPUBRICKs are idle (in red) and that two
entire dBRICKs are not used by any VM and can be powered off to save energy.

Fig. 4. FCFS Scheduling policy un dReDBox datacenter

4 Experimental framework

This study focuses on analyzing the TCO based on the power savings that can
be achieved in a dReDBox-like datacenter when compared to a conventional
datacenter. For this reason, in this section we will describe the resources that
we have used to configure the simulator, the type of experiments and the power
model that we have used to evaluate it.

4.1 Simulated resources

When comparing the two types of datacenters we consider that they both have
the same type and amount of compute resources. For example, if a host in a
conventional datacenter has 8 cores and 32 GB RAM, in dReDBox, this would
be equivalent to a dCOMPUBRICK with 8 cores and a dMEMBRICK with 32
GB of RAM. The resources that we have considered in this study for for both
datacenters are shown in Table 1.

4.2 Description of experiments

Each experiment consists of a simulation (Section 3) which schedules the same
number of VMs on each datacenter. VMs are scheduled based on the First Come



Resource
dReDBoX datacenter Regular datacenter

dMEMBRICK dCOMPUBRICK Regular host

Quantity 288 288 288

Resources per unit 64 GB 64 Cores 64 GB RAM, 64 Cores
Table 1. Resources for both datacenters.

First Served (FCFS) policy described in more detail in Section 3. The resource
requirements of each VM is drawn from one of the VM patterns described in
Table 2. The rationale behind this set of patterns is to be generic enough to
capture the entire spectrum of scenarios, from compute (resp. memory intensive)
to full random. In the following lines the experiments from Table 2 are detailed:

Profile CPU RAM

Random 1 - 32 cores 1 - 32 GB

Half and Half 16 cores 16 GB

High CPU 24 - 32 cores 1 - 8 GB

More CPU 17 - 32 cores 1 - 16 GB

High Ram 1 - 8 cores 24 - 32 GB

More RAM 1 - 16 cores 17 - 32 GB
Table 2. VM resource request profiles

– Random: In this experiment, the VMs require random amount of vCPU
and RAM memory between the minimum and maximum values of each. For
example, the vCPU requirements of each VM is a random number between
1 and 32 cores and the memory requirements is a random number between
1 and 32GB.

– Half, Half: In this experiment, the VMs require exactly 50% of the resources
of the host. This means, that all the virtual machines will require 16 cores,
and 16GB of RAM memory.

– High CPU: In this experiment, the VMs require high vCPU resources and
low memory resources. For example, the vCPU requirements of each VM is
a random value between 24 and 32 cores and the requirement for memory is
a random value 1 and 8 GB.

– More CPU: In this experiment, the VMs require always more percentage of
vCPU resources than RAM memory. For example, the vCPU requirements
of each VM is a random value between 17 and 32 cores and the requirement
of the RAM memory is a random value between 1 and 16 GB.

– High RAM: In this experiment, the VMs require high RAM memory and
low vCPU resources. For example, the vCPU requirements of each VM is a
random value between 1 and 8 cores and the requirement for memory is a
random value between 24 and 32 GB.



– More RAM: In this experiment, the VMs require a higher percentage of RAM
memory compared to the vCPUs. For example, the vCPU requirements of
each VM is a random value between 1 and 16 cores and the requirement for
memory is a random value between 17 and 32 GB.

4.3 Power Model

We have integrated a power model in UDCS. The power model is based on the
power estimation numbers based on the current choice of hardware components,
and using the power estimations and datasheets of the manufacturers to generate
the numbers in Table 3. The power consumption for a host in a conventional
datacenter is a reasonable estimation based on the power consumption of the HW
components that the dCOMPUBRICK and dMEMBRICK are built from. With
this information, UDCS is able to model and compare the power consumption
of both the conventional and a dReDBox like datacenters.

Resource dMEMBRICK dCOMPUBRICK Conventional host

CPU (x16 units) 0.0 32.0 32.0

FPGA fabric 7.0 4.5 0.0

MBO 4.5 4.5 0.0

DDR4 SODIMM (x16 units) 57.6 0.0 57.6

Miscellaneous 1.0 1.0 2.0

Power conversion loss 2.3 1.7 4.0

Total 72.4 43.7 95.6

Table 3. Power estimation (in W) for the dBRICKs and the conventional host.

5 Experimental results

In this section, we present the results of our experiments. The results compare
a dReDBox-like datacenter with a conventional datacenter and are organized in
three sets. The first set of results (Section 5.1) shows the resource that can be
powered off. The resources that can be powered off are not scheduled to run any
VM. The second set of results (Section 5.2) shows the number of resources that
are powered on but remaining idle. The third and the last set of results (Section
5.3) shows the power consumption of both datacenters.

5.1 Comparison in terms of non-utilized resources

Figure 5 shows the percentage of the resources that can be powered off. In a con-
ventional datacenter, the smallest independent power-controlled unit is the host
whereas in dReDBox each dBRICK (dCOMPUBRICK and the dMEMBRICK)
can be powered on and off independently. The figure compares a conventional



datacenter with a dReDBox-like datacenter by simulating workloads of VMs with
different resource requirements as described in Section 4.2. The results suggest
that in every scenario the number of dReDBox resources (dCOMPUBRICKs
and dMEMBRICKs) that can be powered off is always equal or higher than the
conventional datacenter. As we will see in Section 5.2, the possibility to power
off unutilized resources translates into direct power savings. From the results of
this experiment we can make three conclusions:

Fig. 5. Percentage of resources that are not utilized and can be turned off.

1. When the overall memory requirements of VMs is higher than the CPU
requirements, then it is possible to power off more dCOMPUBRICKs in a
dReDBox datacenter. For example, in the highRAM scenario, it is possible
to power off 89% of the dCOMPUBRICKs.

2. On the contrary, when the overall vCPU requirements of the VMs is higher
than the memory requirements, then it is possible to power off more dMEM-
BRICKs in a dReDBox datacenter. For example, in the highCPU scenario,
it is possible to power off 87% of the dCOMPUBRICKs.

3. When the CPU and memory requirements for the virtual machines of the
workload are similar (e.g. half-half), then a simple scheduling policy in the
conventional datacenter can do a great job and utilize the same number of
resources that are utilized in dReDBox datacenter. Still, even in such a case,
the dReDBox data center doesnt have a noticeable disadvantage compared
to a conventional data center. Still, given the fact that VM requirements
can span the entire spectrum and the fact that the amount of un-utilized
resources is mainly driven at design time, it is straightforward that the dis-
aggregated datacenter leads overall to significantly improved amount of re-
sources that can be powered off.

5.2 Comparison in terms of idle resources

Figure 6 shows the percentage of resources that are idle, i.e. resources that are
powered on (because they are power-controlled as part of a larger resource (e.g.



(a) (b)

Fig. 6. (a) Cores that are Idling and cannot be powered off. (b) Percentage of RAM
memory that is activated but not used by any Virtual Machine.

server) that has scheduled resources, but are not scheduled to any VM. These
results indicate that a conventional datacenter needs more resources to schedule
the same workload of VMs because it makes use of resources less efficiently due
to resource fragmentation. In other words, a conventional datacenter has more
CPU cores and RAM which is idle i.e. is not used to run any VM but at the same
time cannot be powered off and thus wastes energy. The percentages that we can
see in this chart are directly related to the power wasted by the datacenter. For
example, in cases like highRAM and highCPU, the number of CPUs and RAM
modules respectively which are idle are significantly higher, exceeding more than
70% of the total available.

In general, we observe that the conventional datacenter has more idle re-
sources. Possibly the utilization in a conventional data center can be improved
by using offline scheduling or migrations but these techniques would also improve
the utilization in a dReDBox-like datacenter. Because of the lower fragmentation
in dReDBox, it is possible to reduce the number of idle resources to nearly zero
in almost all configurations of VM workloads. However, when the CPU require-
ments are higher than the memory requirements, dReDBox has some idle cores
in dCOMPUBRICKs. This happens because in dReDBox, a single VM cannot
be running in two different dCOMPUBRICKs at the same time.

5.3 Comparison between power consumption

In our last set of results, we extrapolate the power consumption for the two
types of datacenters by combining the resource utilization results from Section
5.1 with the power consumption estimation of the dReDBox components from
Table 3. The results in Figure 7 indicate a direct relation between the utilization
and the power consumed by the two types of data centers.

As expected, a dReDBox datacenter is more power efficient compared to
a conventional datacenter, except one case when the resource requirements of



the VMs are balanced half-half (50% of the CPUs and 50% of the memory).
When resources are unbalanced, the more unbalanced the resource requirements
of the VMs are, the more power efficient a dReDBox datacenter is, compared
to a conventional datacenter. Specifically, in the highCPU scenario, a dReDBox
data center can consume 50% less power than a conventional data center. This
happens because in a dReDBox-like datacenter we can power off more unutilized
dCOMPUBRICKs and dMEMBRICKs (see Figure 6) due to the significantly
lower resource fragmentation (see Figure 7). Additionally, in this Figure we can
see that in a dReDBox datacenter the power consumption tends to be stable
without significant ups and downs on the different scenarios indicating that it is
relatively independent on the workload the type.

Fig. 7. Power consumption of a dRedBox datacenter compared to a regular datacenter.

The case when the dReDBox is 6% less power efficient can be explained
with the fact that when VMs have balanced CPU and memory requirements,
the number of powered- on dCOMPUBRICKs and dMEMBRICKs is the same
as the number of hosts. For example, in a dReDBox datacenter there could be
100 dCOMPUBRICKs and 100 dMEMBRICKs powered in; in an equi-resource
manner, this would translate to a conventional datacenter having 100 hosts pow-
ered on. However, the combined power consumption of a dCOMPUBRICK +
dMEMBRICK is more than a host and hence making the consumption in a
dReDBox data center higher than in a conventional datacenter.

6 Conclusions

In this paper, we have analyzed the utilization of a dReDBox-like datacenter and
we have compared it to the utilization of a regular datacenter. We can take ad-
vantage of that by powering off the dBRICKs that are not running any virtual
machine. In a dReDBox-like datacenter resources are utilized more efficiently
because of the lower resource fragmentation. This occurs especially when re-
source requirements of the virtual machines are unbalanced. In these scenarios,



it is possible to turn off up to 88% of the dBRICKs and thus operate the entire
datacenter with 40% less power compared to a conventional data center.
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