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Abstract. Modern multicore embedded systems target devices like smart-
phones and wearable gadgets in which power efficiency is an important
design constraint. A major issue in respect with the applications exe-
cuted in such systems is the synchronization of the concurrent accesses
in shared data structures. Embedded systems synchronization solutions
are usually based on mutexes that provide poor scalability and, most im-
portant, they lead to high energy consumption. In this work, we propose
an energy efficient client-server synchronization model for embedded sys-
tem architectures, which is loosely related to similar solutions proposed
in the High Performance Computing domain. Our results show that our
algorithm achieves comparable performance against the mutex-based so-
lutions for the queue and the ordered list data structures, while it leads
to reduced power consumption by up to 18.6%.

Keywords: Multicore platforms, Concurrent data structures, Energy
efficiency

1 Introduction

Mutexes are widely used in embedded systems for the synchronization of memory
accesses on shared data. Their simple control mechanism allows the convenient
design of lock-based concurrent data structures. However, they suffer from well-
known problems like poor scalability and deadlocks. Additionally, in the embed-
ded systems there exist the major issue of the low energy consumption design
constraint. Mutexes designed as spinlocks lead to high energy dissipation due to
polling. Therefore, as the number of integrated cores in the embedded systems
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is constantly increasing, alternative means of synchronization should be evalu-
ated. The traditional lock-based data structures based on mutexes will become
inefficient, since they will suffer from poor scalability, high energy consumption
and unfairness issues.

Atomic operations or similar low level synchronization primitives, which lead
to lock-free data structure designs, have not been widely adopted yet to embed-
ded systems. One reason is that the extra hardware required for controlling these
mechanisms may hinder the adoption of such solutions for embedded systems
with very low power requirements (e.g. chips utilized as coprossesors in high-end
mobile devices).

In the last years, the High Performance Computing (HPC) and the embedded
system domains tend to face similar challenges [1]. The main reason is the fact
that embedded systems integrate more and more cores on a single chip. There-
fore, the efficient synchronization for accessing shared data structures, which
has been always a design challenge in the HPC domain, is now a challenge for
embedded systems, as well. On the other hand, the power dissipation, which is a
traditional design constraint in the embedded systems, is recently a major design
challenge towards the exascale computing [2]. The mutex limitations have been
extensively studied in the context of the HPC domain and several alternatives
have been proposed. The ever-increasing number of integrated processors in the
embedded systems imposes now similar challenges. Therefore, it is reasonable to
adopt solutions for efficient synchronization of shared data that are proposed for
the HPC domain and evaluate them in the embedded systems.

Towards this end, we try to face the problem of efficient synchronization of
concurrent list data structures in embedded systems, inspired by solutions pro-
posed in the HPC domain. We propose a client-server model synchronization
for embedded systems, loosely related to the Remote Core Locking algorithm
proposed in [3]. We apply the algorithm in two of the most widely used con-
current data structures, the queue and the ordered list. The embedded platform
in which the algorithm is evaluated integrates the 8-core Myriad chip [4], which
targets modern mobile devices. By taking advantage of the Myriad chip hard-
ware specifications, we managed to achieve comparable performance against the
corresponding lock-based list designs, while the average power consumption is
much lower.

The rest of the paper is organized as follows: In Section 2 we describe the
related work. Next, we provide a summary of the technical specifications of
the Myriad chip. The details of the queue and ordered list implementations are
described in Section 4. The experimental results are presented and analyzed in
Section 5. Finally, in Section 6 we draw our concussions.

2 Related Work

A first evaluation of the client-server model in concurrent queues is presented
in [5]. It describes a set of concurrent queue implementations based on a client-
server algorithm, which is applicable only to concurrent queues. In this work



3

we extend this approach in two ways: First, we improve the algorithm to be
applicable not only to concurrent queues, but to any list data structure (e.g.
stacks, ordered lists etc.). Second, we present the evaluation of the algorithm
apart from the concurrent queues to ordered lists, as well. We intend to show
that the client-server model is not limited to queues, but it can be extended
to be applied to more concurrent data structures and provide performance and
energy efficiency.

The client-server approach is loosely related to the Remote Core Locking
technique that is proposed for HPC in [3]. The main idea is the utilization of a
dedicated server that executes the critical sections of the application. A similar
technique is the Flat Combining algorithm in which the role of the server is
played by all threads in a periodical manner[6].

Several hardware based synchronization techniques have been proposed for
embedded systems: For instance, the CLock approach tries to combine the ad-
vantages of both locks and Transactional Memory by detecting conflicts [7].
Synchronization-operation Buffer is a hardware block targeting the minimiza-
tion of blocking operation [8]. However, in this work we try to achieve efficient
low power and high performance synchronization of the accesses of shared data
by exploiting the embedded system’s specifications, without the need of extra
hardware.

Finally, although there are many works in the concurrent data structure area
that propose lock-free data structures, which utilize low-level atomic primitives
(e.g. compare-and-swap) [11], these are not yet widely supported in embedded
systems.

3 Myriad Platform Description

The Myriad chip is an heterogeneous multiprocessor system, designed to act as a
co-processor connected between a sensor system such as a set of cameras and the
host application processor [4]. It is designed to perform the heavy processing on
the data stream coming from a sensor system and feed the application processor
with relevant metadata. The Myriad chip is utilized in the context of Project
Tango, which aims at the design of a mobile device capable of creating a 3D
model of the environment around it [10].

Myriad integrates a 32-bit SPARC V8 RISC processor core (LEON3) utilized
for managing functions such as setting up process executions, controlling the
data flow and interrupt handling. Computational processing is performed by the
Streaming Hybrid Architecture Vector Engine (SHAVE) 128bit VLIW cores with
an instruction set tailored for streaming multimedia applications. The Myriad
SoC integrates 8 SHAVE processors as depicted in Fig.1.

In respect with the memory specifications, the platform contains an 1MB
on-chip SRAM memory (named Connection Matrix – CMX) with 128KB di-
rectly linked to each SHAVE processor and provides local storage for data and
instruction code. Therefore, the CMX memory can be seen as a group of 8 mem-
ory ”slices”, with each slice being connected to each one of the 8 SHAVEs. The
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Fig. 1. Myriad Architecture: LEON processor is indicated as ”RISC”. SHAVEs are
”SVE0” to ”SVE7”.

CMX memory is accessible to all SHAVEs and to LEON processor, as well. Myr-
iad avails also a 64MB off-chip memory and a small memory dedicated to LEON
(LRAM).

3.1 Myriad Synchronization Primitives

Myriad platform avails 8 mutexes, which are implemented as spinlocks. This
means that each SHAVE spins to the associated Test-and-Set register until it
manages to acquire the mutex. Analysis of experiments on the Myriad platform
shows that the mutex implementation is a fair lock with round-robin arbitration.
It is important to state that no other kind of locking is available in Myriad, apart
from the hardware-implemented spinlocks. There is no support for any atomic
primitive or any other lock-free mechanism.

To achieve fast arbitration between the SHAVEs, Myriad chip avails a specific
set of registers dedicated to this purpose. Each SHAVE has its own copy of these
registers and its size is 4x64 bit words. They are accessed in a FIFO pattern,
so each one of them is called ”SHAVEs FIFO”. Each SHAVE can push data
to the FIFO of any other SHAVE, but can read data only from its own FIFO.
A SHAVE writes to the tail of another FIFO and the owner of the FIFO can
read from any entry. If a SHAVE attempts to write in a full FIFO, it stalls and
enters a low power mode by shutting down several of its own power islands. It
immediately recovers when the FIFO becomes non-full. Finally, LEON does not
avail FIFOs. SHAVE FIFOs can be directly accessed by the programmer and
can be utilized to achieve efficient synchronization between the SHAVEs. They
provide an easy and fast way for exchanging data directly between the SHAVEs
(up to 64 bits per message), without the need to use shared memory buffers.
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4 Client-Server Model Description

In this section we describe the concurrent list implementations we evaluated on
Myriad platform in the context of this work: a queue and an ordered list. Con-
current queues are extensively used in work-stealing algorithms for efficient task
scheduling, while the concurrent ordered list is utilized in streaming aggregation
implementations [9]. Both implementations were designed as linked lists accessed
by all SHAVEs.

The client-server algorithm is based on the idea that a server arbitrates the
access requests to the critical sections of the application. In our context, a dedi-
cated SHAVE plays the role of the server, while the rest ones are the clients that
perform operations on the shared data structure. Instead of allowing the clients
to access the data structure directly, they notify the server about the type of
operation they need to perform. The server completes the requested operation
and responds by sending an acknowledgment to the client (along with operation-
specific information, if necessary). The communication between the server and
the clients is message-based.

To design a message-based communication in Myriad, there are two ap-
proaches we can follow: utilizing communication buffers allocated in CMX mem-
ory or take advantage of the SHAVE FIFOs. As shown in [5] a SHAVE spinning
on a memory location, is inefficient in terms of energy consumption and perfor-
mance. On the other hand, communication based on messages being exchanged
through the SHAVE FIFOs is very low power, since the SHAVEs stall when the
FIFOs are full. Additionally, access to SHAVE FIFOs is not expected to require
more cycles than the accesses to the CMX memory.

Fig. 2 shows the memory allocation of the list in the CMX. SHAVE0 is the
server, while the rest of the SHAVEs are clients. Each client allocates the list
elements it constructed in its own CMX slice. The server stores in the list the
addresses of the allocated elements, rather than the actual elements. The locality
we achieve with this technique improves both the performance and the energy
efficiency of the concurrent list, since both the client and server access only their
local CMX memory slice.

The implementation of the algorithm is presented in Fig.3, along with an
example. Client0 sends the address of the newly created element e3 to the
server’s FIFO. After the insertion, the server responds with an acknowledgment
(insert fin). It is important to state that the client is not required to wait until it
receives the acknowledgment. Instead, it can proceed with other computations,
thus increasing the parallelism. Client1 requests an element from the concurrent
list. Then, it stalls until it receives a response to its own FIFO from the server.
The server extracts the element e0 and writes its address to Client1’s FIFO. It
is important to state that there is no need for the clients to access the head or
the tail of the list. Head and tail pointers are accessed only by the server and
since they are allocated in the server’s memory slice, the list implementation is
both performance and energy efficient.

Although the client-server model serializes all operations in the shared data
structure, the communication based on SHAVE FIFOs is very energy efficient



6

Fig. 2. Concurrent List memory allocation in Myriad

Fig. 3. Client-Server implementation
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and provides adequate performance, as shown in the next section. We argue that
it is a feasible solution for the synchronization of concurrent data structures that
do not provide much parallelism (e.g. queues, stacks, ordered lists etc.). On the
contrary, we expect it to be inefficient in terms of performance, compared with
the lock-based solutions, for data structures in which increased parallelism can
be achieved (e.g. hash tables). However, it can be a viable alternative to coarse-
grained locking or to concurrent data structures that utilize a relatively small
number of lock instances.

In comparison with the client-server algorithm presented in [5], we notice that
this model can be applied not only to queues but to any list data structure, queue,
stack or ordered, since the server is the one that handles the element ordering.
The main idea of the algorithm is that it focuses on transferring computational
overhead from the clients to the server. Thus, while the server inserts or removes
an element to/from the shared data structure, the client can perform other
computations and thus the parallelism increases. It is important to state that by
presenting this model we do not aim to provide a mutex-replacement solution,
since the parallelization achieved by the mutex utilization cannot be achieved
with the client-server model. Instead, we propose an alternative solution that in
many cases provides similar performance results and low power consumption by
avoiding the polling on mutex registers. Therefore, we argue that it should be
evaluated along with other concurrent data structure designs.

5 Experimental Results

The list implementations we evaluated in this work are the queue and the ordered
list. They were evaluated using a synthetic benchmark, which is composed by
a fixed workload of 20,000 random operations and it is equally divided between
the running SHAVEs. In other words, in an experiment with 4 SHAVEs each
one completes 5,000 operations, while in an experiment with 8 SHAVEs, each
one completes 2,500 operations. For the client-server implementations, we run
the experiments using up to 6 clients.

The execution time was measured using the Myriad chip’s time counter reg-
isters. Power consumption was measured using a shunt resistor connected at the
5V power supply cable. Using a voltmeter attached to the resistor’s terminals
we calculated the current feeding the board and therefore the power consumed
by the Myriad platform. We run each experiment for 10 times and we present
the average values.

All the results shown in the following figures are normalized: For the queue
they are normalized to the implementation using 2 locks (one in the queue header
and one in the tail). The sorted list’s results are normalized to the implementa-
tion with a single lock.

5.1 Performance Evaluation

Fig. 4 shows the experimental results for the concurrent queue. We notice that
the client-server implementation outperforms the lock-based in the experiments
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Fig. 4. Normalized execution time for the Queue implementation

up to 4 SHAVEs. However, in the 6-SHAVEs experiment the queue with 2 locks
(mtx-2 locks) requires 11% less cycles in comparison with the client-server. On
the other hand, the mtx-1 lock implementation (i.e. queue with single lock) scales
poorly, leading to increased execution time as the congestion increases. Also, it
is important to state that when only 2 SHAVEs are utilized the client-server
requires less than 40% cycles to execute the benchmark in comparison with the
mtx-2 locks.

Fig. 5. Normalized execution time for the Ordered List implementation
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We compared the lock-based ordered list’s single lock and client-server im-
plementations. The results are presented in Fig. 5. In the 4-SHAVEs experiment
the client-server implementation outperforms the lock-based by 19%. In the 6-
SHAVEs the lock-based performs slightly better, by 3.4%. However, we notice
that even in high contention, the client-server approach provides comparable
performance with the lock-based one for the concurrent ordered list.

5.2 Energy and Power Consumption Evaluation

Fig. 6. Normalized energy consumption for the Queue implementation

In this subsection we present the experimental results for the energy con-
sumption and the average power dissipation for each implementation. The en-
ergy and the average power results for the concurrent queue are shown in Fig.6
and in Fig.7 respectively. Energy consumption curves follow the execution time
of each experiment (i.e. the higher the execution time, the higher the total en-
ergy consumption). However, in respect with the average power consumption
the client-server implementation requires an average of 3.4% less power in com-
parison with the mtx-2 locks implementation. We also notice that the mtx-1 lock
implementation is more efficient than the mtx-2 locks. We assume that this is
related with the architectural characteristics of the Myriad chip.

The energy consumption and the average power experimental results for the
ordered list are presented in Fig.8 and in Fig.9 respectively. As in the concur-
rent queue, we notice that the energy consumption is dominated mainly by the
execution time of each experiment. However, in the 6-SHAVEs experiment the
client-server achieves 14.5% lower energy consumption in comparison with the
lock-based ordered list. In respect with the power consumption, when 4 SHAVEs
are utilized, the power consumed by the client-server is almost equal with the
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Fig. 7. Normalized average power for the Queue implementation

Fig. 8. Normalized average power for the Ordered List implementation
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Fig. 9. Normalized average power for the Ordered List implementation

lock-based one. However, the client-server model achieves 18.6% lower average
power consumption in the 6-SHAVEs experiment. The reason is that as the con-
tention increases, more SHAVEs are simultaneously in stall mode (instead of
spinning as happens in the lock-based implementations). Therefore, the average
power consumption is smaller in comparison with the lock-based. The same can
be noticed for the queue implementation in Fig.7.

To summarize our observations, we notice that in respect with the execution
time, as the contention increases by utilizing more SHAVEs, the lock-based im-
plementation performs slightly better in comparison with the client-server, as
shown in Fig.4 and in Fig.5. This is to be expected, since the lock-based imple-
mentation provides more parallelism and Myriad locks, as stated earlier, provide
fairness. Regarding the power consumption, the increase in contention when uti-
lizing the client-server model leads to more SHAVEs to be simultaneously in
stall mode when FIFO the buffers are full. Therefore, we experience lower av-
erage power consumption, as depicted in Fig.7 and in Fig.9 for the 6-SHAVEs
experiments in comparison with the lock-based.

The efficient memory allocation of the list, where each SHAVE accesses only
its own memory slice and the fact the messages are exchanged through the
SHAVE FIFOs lead to both low power and high performance list data structure
design based on the client-server model. More specifically, we achieve compa-
rable performance against the lock-based list implementations by utilizing the
SHAVE FIFOs and by careful allocating the data structure in the CMX memory.
Additionally, we achieve low power by forcing SHAVEs to access only their local
memory slice and taking advantage of the stalling on SHAVE FIFOs, instead of
spinning on locks.

The client-server technique could be used in applications which make use of a
limited number of concurrent data structures (which is almost always the case).
Alternatively, a global server could serve an arbitrary number of concurrent data
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structures, in case the server does not become a performance bottleneck. Another
interesting alternative of the proposed approach would be a SHAVE to be both
a server and a client simultaneously. We argue that in case of low congestion
this could be an efficient alternative. However, in case of high congestion, the
increased workload of the SHAVE that would be both a client and a server,
would make it a performance bottleneck for the whole application.

6 Conclusion and Future Work

This work is a step towards the evaluation of the client-server model in more
complex and demanding data structures. Inspired by an idea from the HPC
domain, we implemented it in the embedded systems and we took advantage of
the hardware specifications that the Myriad chip provides. This work shows that
the client-server model can be a feasible solution for low power embedded systems
that execute applications which utilize concurrent list data structures. In the
future, we intend to apply the client-server model to more complex concurrent
data structures (e.g. skip-lists and trees) and implement it in various modern
multicore embedded platforms.
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