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Abstract

In order to evaluate the goodness of parallel systems, it is
necessary to know how- parallel p~ograms behave. The
SPLASH-2 applications provide us with a realistic work-
load fo~ such systems. So, we have made different imple-
mentations of the PARMACS macros used by SPLASH-2
applications, based on several execution and synchronizat-
ion models, from classical Unix processes to multi-
threaded systems. Results have been tested in two different
multiprocessor systems (Digital and Silicon Graphics). As
parallel constructs in the SPLASH-2 applications are lim-
ited to those provided by PARMACS, we can easily study
the overhead introduced by synchronization and parallel-
ism management.

1. Introduction

In order to evaluate the goodness of parallel systems, it
is necessary to know how parallel programs behave when
running on such systems. Evaluation cannot rely on very
simple and unrealistic test codes. It is desirable to test the
real, complete programs which will eventually run on such
kind of systems. The Stanford Parallel Applications for
Shared-Memory (SPLASH) [8] is a set of parallel applica-
tions for use in the design and evaluation of shared mem-
ory multiprocessing systems. It contains programs that
represent a wide range of computations in scientific, engi-
neering and graphics domains. The SPLASH applications
are written in C, using the PARMACS macros from ANL
[7] for parallel constructs. These macros implement code
for concurrency and synchronization for different architec-
tures, so that the applications are programmed in an archi-
tecture-independent way and they can be ported to other
systems by simply changing the implementation of the
macros.

In our group we are developing a parallel execution
environment, based in multiprocessor multithreaded micro-
kernels [3]. We use the SPLASH-2 test suite to study the
behavior of parallel applications. In a second step, the mac-
ros will be instrumented in order to obtain a trace of the
parallel behavior of the programs (including synchroniza-

This work wm supported by the Ministry of’ Education of Spare
(CICYT) under Contract TIC 94-0439.

tion, context switches...). This information can be passed as
hints to the operating system during program execution, to
help it to take the most appropriate scheduling and resource
management decisions for each application, improving the
performance of the system.

This paper describe our experience implementing the
PARMACS macros to execute the SPLASH programs on
different Operating Systems interfaces. Our intention is to
see the real behavior of the system not by simulation, but
actually executing the applications in our parallel machine,
Different implementations are used to study the benefits of
several multithreaded models with respect to classical Unix
based implementations.

2. The test suite

We have decided to use the SPLASH-2 [9] applications
suite as a workload to test our parallel execution environ-
ment. These programs cover a wide range of scientific
applications and they are commonly used for architectural
studies. They are composed of a set of complete applica-
tions and computational kernels (i.e. implementations of
algorithms widely used for scientific calculus).

The SPLASH-2 programs are written in C, extended
with a set of macros for parallel constructs (PARMACS).
This macros were developed at the Argonne National Lab-
oratory and can be used with the m4 preprocessor. The
original specification for these macros can be found in
[7] [5]. PARMACS offers basic primitives for synchroniza-
tion, creation of parallel processes and shared memory
allocation. As PARMACS macros can be implemented for
different architectures and parallel models (Unix processes,
threads, etc.) we will use the word process to name an exe-
cution flow disregarding its real implementation, unless
otherwise stated. Implementations for several systems are
publicly available; nevertheless, it is often necessary to
modify the implementation to adapt the macros to specific
systems or special requirements.

In our case, we have decided to make our own imple-
mentations of the PARMACS macros in order to adapt
them to the capabilities of modern operating systems, try-
ing to keep the different versions comparable. Special care
has been taken to minimize the impact of the macros code
on the program behavior. Macros have been implemented
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for generic Unix System V, generic Unix BSD, OSF/1 on
Mach 3.0 (using the Cthreads library) and SGI’S Irix 6.4
(using sprocs), focusing our efforts in the subset of PAR-
MACS used by SPLASH-2 (Table 1). A brief description
of the macros can also be found in [2].

Table 1. PARMACS macros used in SPLASH-2

MACRO DESCRIPTION

MAIN.ENV Variables and symbol definitions for the

EXTERN.ENV PARMACS environment.

MAIN_INITENV Initialization and termination of the

MAIN_END PARMACS environment.

CLOCK Get current time.

CREATE Create a new process, starting in the
specified routine.

WAIT_FOR_END Wait for children processesto finish.

G_MALLOC Allocate and deallocate shared memory.

G.FREE

LOCKDEC Declaration, initialization and usage of

LOCKINIT binary semaphores.

LOCK

UNLOCK

ALOCKDEC Declaration, initialization and usage of

ALOCKINIT arrays of binary semaphores. Note that

ALOCK they not provide atomic operations on

AULOCK several semaphores in the array simuha-
neously.

BARDEC Declaration, nutmlizatlon and usage of

BARINIT barriers.

BARRIER

GSDEC Global subscripts management for

GSINIT self-scheduled loops. Each call to GET-

GETSUB SUB returns a unique subscript from O
to the maximum value specified. At the
end of the loop, -1 is returned and each
process waits for the others.

PAUSEDEC Operations for synchronization wa

PAUSEINIT events. PAUSEDEC declares an array

SETPAUSE of events. Each event can be set or

CLEARPAUSE cleared using SETPAUSE and CLEAR-

WAITPAUSE PAUSE. The rest of the operations

PAUSE
block processeswaiting for a certain

EVENT
event to be set or cleared. PAUSE and
EVENT reset the event when the caller
is awakened.

3. Architectural background

In order to fully exploit the services offered by a partic-
ular system, it is important to know its characteristics.
Most of programs are portable from one system to another,
but, normally, efficiency won’t be maintained through ports
to different architectures without modifying the code.

Two different shared-memory multiprocessors have
been used: a DEC 433 MP (4 processors) running Mach
3.0 and a Silicon Graphics Origin 2000 (32 processors)
running Irix. We intend to compare the performance of a
traditional Unix implementation of the PARMACS macros
with implementations which use the multithreading capa-
bilities of both Mach and Irix systems.

Mach is a multiprocessor multithreaded microkernel
[1][4]. All threads in a task share the same address space.
Threads offered by the Mach Kernel are much lighter than
Unix processes, so their use results in efficiency improve-
ment. The Cthreads library for Mach 3.0 provides light-
weight user-level threads and synchronization primitives
[6]. We run Mach OSF/1 Release 1.03 MK on the DEC
machine.

The SGI Origin 2000 runs Irix 646.4, a Unix-like oper-
ating system. As Mach 3.0, Irix also supports multithread-
ing, using sprocs. The sproc system allows the creation of
processes which can share the same address space and file
descriptors. Creation of sprocs is not so expensive as cre-
ation of common Unix processes. Low level, hardware
based, synchronization primitives like test_and_set are
available to user level.

4. Implementing the PARMACS macros

In order to test the behavior of parallel applications run-
ning in parallel environments, we have implemented both
multithreaded and multiprocess versions of the PARMACS
macros.

4.1. General Comments

As a reference, we have developed parallel versions of
the macros based on traditional Unix processes. The first
one is based on System V IPC and runs in both the plat-
forms (DEC and SGI). Another version is based on BSD
(using map and rnsetnaphores). Finally, we have developed
multi threaded implementations of the macros. The version
for Mach is based on the Cthreads library, which lays ontop
of Mach kernel threads. The version for Irix uses the sprocs
as lightweight processes to obtain the parallelism. In gen-
eral, we have tried to minimize the impact of the data and
code needed to implement the macros, and reduce the over-
head from the management of parallelism to a minimum.

The implementation of the PARMACS macros has
required the addition of data structures. The new data
structures must reside somewhere in the application
address space, and the SPLASH applications (and other
scientific applications, in general) group andlor distribute
their data in order to achieve the optimum memory/cache
performance (trying to reduce the page faults and the cache
misses). So, it was important to consider the effect of the
new data introduced by the PARMACS implementation in
the location of the application data.

We have decided to group the data structures needed to
implement the PARMACS macros and allocate memory
for them at the beginning of the program execution. This
way, we can easily identify the memory accesses due to the
PARMACS data structures from the memory access pattern
of the application. So, we can measure the noise introduced
by the parallel implementation in the memory behavior,
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